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“Luminance’s ability to
expose potential issues
and anomalies within
documentation – as well as
easily adapt to new projects
and languages – will help
us get to the vital work of
analysis much faster.”
Mårten Willamo,

Partner and Nordic Head of Corporate
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INTRODUCTION

How the Concept of Accuracy
Came to be Important
Lawyers are increasingly embracing the
use of artificial intelligence to enhance
their work and gain insight during their
document reviews. This trend has been
driven partly by the exponential growth
in data over the last few decades.
The amount of unstructured information that
lawyers need to understand – during due diligence,
for example, or when complying with data protection
regulation – is simply becoming so vast that traditional
methods of manual review no longer suffice. At the
same time, lawyers face downward pressure on
costs from clients: thus it is no longer possible for
lawyers to review data sets in their entirety as clients
would balk at the fees. In this situation, advanced
technology offers a solution. The potential that
sophisticated technology such as machine learning
holds for lawyers is vast: efficiency is increased,
reducing the time and cost required for effective
document review which thus frees up lawyers to
focus on the higher-value analysis and strategy work.
However, before the revolution in machine learning,
there were early attempts to help lawyers battling
against the rising tide of data: many of these more
primitive technologies used rules and keywords
to automatically identify and extract significant
information from large bodies of documents. Of
course, this raised the question for lawyers: what if the
programme failed to identify something significant?
This was especially key as these programmes would
often produce vast outputs of ‘hits’ listed in tables
or as entries in spreadsheets, so lawyers were faced
with a complex look-up exercise to check whether
the system had correctly identified each datapoint.

With the legal and reputational risks of providing
incomplete or inaccurate advice, lawyers have been
rightly concerned about trusting their review to
these older, impenetrable computer programmes
into which they have little to no insight. Since lawyers
and their clients had to make a decision as to whether
they could rely on the results the system produced,
accuracy statistics became important, measuring
the ‘precision’ with which the machine identified
concepts, alongside the level of ‘recall’ i.e. how many
issues were missed.
Despite the current advances in technology
leapfrogging the techniques used by such simplistic
programmes, the hangover of legacy ideas such as
‘accuracy’ remain. Yet as this document explores in
more depth, these accuracy statistics have inherent
problems: accuracy is a more variable concept than
has sometimes been suggested, as well as one
susceptible to manipulation. Importantly, the concept
of accuracy itself is outdated and no longer applicable
to advanced technologies. Indeed, accuracy is a
concept associated with opaque, ‘black box’ legacy
systems which only provided lawyers with limited
context and insight as to how they derived their
results; with advanced artificial intelligence, these
issues become far less important, since the systems
are designed to ensure that the lawyer works in the
context of the whole contract, whilst understanding
that information’s relationship to the full corpus of
documentation.
True machine learning ensures the lawyers can
understand where results are drawn from, and is
completely transparent. But most importantly of all is
the fact that modern systems based on true machine
learning are flexible and quick to deploy – with the
ability to Proof of Value instantly on unseen data,
lawyers can see for themselves the way results are
derived from the data, and truly get an understanding
of the technology’s potential to enhance their work.
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Understanding the Concepts
Which Form the Basis of ‘Accuracy’
There can be many different definitions and
approaches to the concept of accuracy, with
vendors often selecting those that favour
their examples or approach. In this situation,
the best starting point is to return to the basic
concept of how the technology addresses
the business requirement it is being deployed
to meet.
Put another way, what result from a skilled, experienced
lawyer who is paying full attention to the documents
would satisfy the project’s needs? This document
mark-up could then be compared against those
generated by a computer. But even this relatively
simple example throws up a number of issues: let us
imagine that the lawyer had been tasked with reviewing
a set of documents and extracting the Change of
Control clauses. This seems like an easy thing to
compare against a computer’s results. But what about
situations where the words “Change of Control” were
not explicitly mentioned, but the wording seemed to
pertain to the essence of the clause?
And what if in the first test a lawyer marks a clause
as being “Change of Control”, but in the second test
a different lawyer believes the same clause is not?
Comparing the results of lawyers and the machine will
certainly give some measure of accuracy, but this also
highlights tensions and the potential for manipulations
within the concept, too.
Stepping back for a moment, imagine that a document
that either explicitly contains a Change of Control
clause or doesn’t. The first thing we can measure is the
rate at which the number of documents containing the
clause are identified – the ‘true positive’ number. We
can also look at the number of cases where the system
decides the document definitely doesn’t contain the
clause – in the case where the clause doesn’t appear,
this is the ‘true negative’ number.
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However, in any real-world problem, there can also
be the possibility that a document is said to contain
the clause, when in reality it doesn’t – this is the ‘false
positive’ number. Conversely, there may be occasions
where the document is noted to be missing the clause
when it does contain it – the ‘false negative’ number.

UNDERSTANDING ACCURACY

Understanding the Concepts
Which Form the Basis of ‘Accuracy’

In other words, a technology can be measured both
on its precision (the proportion of positives which are
true positives, those results identified as belonging to
a particular category such as ‘lease agreements’ which
are indeed in that category of lease agreements) and
on its recall (the proportion of the category which
the technology was able to identify, regardless of
the false positive rate). A technology with a high
precision but low recall risks missing many important
results whereas a technology with high recall and low
precision is likely to identify many misleading false
positive results. Indeed, by simply changing a threshold, one can trade between these categories. Clearly, it is possible to
have a highly accurate true positive number by including almost all documents - but in that case, the false positive rate
would be incredibly high, too. Crucially, simply taking one number as a measure of accuracy is, in practice, meaningless.

IN REALITY, THE ACCURACY OF A SYSTEM IS
USUALLY DISPLAYED AS A CURVE – SOMETIMES
CALLED AN ROC CURVE, WHICH SHOWS THE
TRADE-OFF BETWEEN THESE OUTCOMES
DEPENDING ON WHERE A THRESHOLD IS SET.
A MORE ACCURATE SYSTEM HAS
A BETTER ROC CURVE.
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What Are We Measuring
the Accuracy of?
One has to be careful, especially when reviewing vendor materials, to keep in mind the question
that they are addressing – again, the the business requirement that the technology is meeting.
Indeed, for problems where there can be judgment or subtlety involved in making a decision, trying to state an accuracy
score as a simple percentage is nonsensical. To give a simple example of how accuracy statistics might be generated
for simplistic legacy technologies, if a lawyer were interested in finding all the documents that were about dogs, they
could just use the keyword ‘dog’, and all of the documents containing that word would be returned. If we viewed the
problem as one of simply returning documents which contained the word dog, this would be a highly accurate system.
However, if we don’t lose sight of our original question – what is the business requirement that the technology is meant
to be helping to achieve – then this would not be an accurate system, as it would certainly miss documents that didn’t
explicitly talk about dogs, but contained references to ‘Labrador’, ‘Alsatian’ and so forth.
Often vendors will score accuracy based on
individual components of a task rather than
the overall outcome – this can be highly
misleading. A system may be optimised for
particular elements of a task, for instance in
identifying all instances of dog by individually
searching by breed and “stacking” the results however this relies on every instance of a dog
breed being captured and inputted manually
by a programmer. Indeed, the opportunity
for background optimisation and pre-training
can give optimistic results.
In this way, providing an accuracy score based on a search that compiled multiple searches into one would provide a
misleading impression of the tool’s accuracy across an entire task.
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Whose Definition of
‘Right’ Are We Measuring?

There is another fundamental problem
with the concept of accuracy within
complex problems: against whom should
we be comparing the system?
If a system was built to classify news articles, after the
machine classifies them, an editor then does the same
and the machine’s results are scored against those of
the editor. As we saw above, for mentions of ‘Putin’,
a simple keyword search is sufficient and thus the
results are easily measurable. However, for a more
subtle problem where there may be nuances in the
interpretation of the wording, the idea of accuracy
becomes less certain. If the machine was asked to flag
all articles about the socio-economic impact that the
fall of the oil prices could have on the Russian state,
different editors might read articles in a different way,
and have slightly differing ideas as to how they should
be categorised. Indeed, where problems requires
subtle judgement, some cases of classification will
be debateable. A firm might be considering using
technology to identify procurement contracts where
indications of bribery warrant further investigation.
A simple approach would be to ask the system to
classify the documents and tag those that need further
review. A trained lawyer could then repeat the exercise
and check their results against those of the machine.

If the lawyer identifies 50 out of 1,000 contracts and
the machine only identifies 45, it would be tempting to
determine that the machine is 90% accurate. However,
if we repeat the exercise with another lawyer, who also
only identifies 45 contracts, does this make the second
lawyer 90% accurate? What if the second lawyer and
the machine agree 93%?
Even in this simplistic example it becomes clear that
accuracy is far from a straightforward concept. Firstly,
the machine may have reasonably selected some
documents missed by both lawyers. Secondly, the two
lawyers agree 90%. If these two lawyers are good at
their jobs, it seems that there is simply 10% of cases
which will be a matter of judgment. Indeed, within the
bounds of the ‘fuzziness’ of the definition, the machine
is as accurate as the lawyers and the difference by
which they differ becomes a matter of opinion.
In practice, one of the most powerful aspects of
advanced technologies is that they can rank their
decisions in order of confidence. Consequently,
those that the machine is highly confident in can be
automatically dealt with, whilst those that the machine
is less certain about are clearly marked and can still be
sent to a lawyer for a second opinion. Due to the fact
that the machine is handling to volume and does not
get tired or bored, the overall accuracy of the system
can often exceed that of a human-only approach.
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Best Practices When
Testing Systems For Accuracy

As machine learning systems can very easily learn a large number of examples based on prior experience, as soon
as the machine has had access to the examples in the past, machine learning algorithms will have learnt how to deal
with those cases and thus the results of any test will be skewed. As such, it is crucial when testing such systems not
to use data which has been seen by a vendor or provided by them. Results on data which has been seen previously
by a system or used in training will usually score much more highly than those tested on unseen data and thus will not
represent the performance that will be found in practical use.
Similarly, it is important to perform tests on definitions which have been created independently of the vendor – vendors,
when setting up definitions, can often have experts manually tune the system to get very high accuracy results. Such
manual tuning will not be available when the system is actually used by the customer, as they will have neither the
expertise nor the time to utilise the manual tweaking methods used by legacy systems. Thus it is important to create
concepts from scratch to understand the process of how this is done and test the practical accuracy which will be
received when using the system.

LUMINANCE’S PROOF OF VALUE PROCESS
Luminance offers all prospective customers the chance to try out the technology on their own
datasets for a two-week Proof of Value project. Luminance recommends that lawyers use data
that Luminance will have never seen this data before to gain valid results as to how the system can
handle data in a real-world environment, rather than in an artificial, controlled scenario. Lawyers
can therefore gain complete transparency into the power of Luminance to enhance their work
within the Proof of Value project.

Legacy systems that require a lot of set up and training and many examples have coined discussion around the concept
of maturity, as the amount of work to create concept models can often be extensive. Although the concept of maturity
has become much less important with advanced system such as Luminance (which require far fewer examples and set
up to understand), Luminance provides a basic indicator for those interested in maturity.
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The Importance
of Transparency
Given the legal and reputational risks
involved, lawyers need to have full
confidence in the results of their review
and the advice they provide.
However, so-called ‘black box’ technologies which offer
the user no insight into how they have arrived at their
results remove lawyers from control of their review,
requiring them to place their trust in a computer system
when reaching their conclusions and providing advice.
With Luminance all results are shown within the
context of the documents in question, allowing lawyers
to easily understand why Luminance has categorised
a particular document or clause. Luminance’s pre-set
clause models rapidly identifies clauses and datapoints,
these can either be viewed in a comparison across
documents, or with just one click can be seen within
the context of the document as a whole.

There is no need for lawyers to blindly trust that
Luminance’s advanced pattern recognition has
correctly identified a document as, for instance, a lease
agreement, when they can confirm for themselves
instantly. The platform enhances document review by
learning from and adapting to the legal data it sees. It
is still the job of the lawyer to turn this into actionable
insights. Luminance acts as a seamless and transparent
extension of the lawyer’s review, exposing critical
insights which can help the lawyer make informed
judgements and assessments.
Whilst Luminance comes pre-loaded with many of the
most common clause types, these can easily be added
to. Luminance’s supervised learning allows lawyers to
add any number of additional clause models. In one
click, lawyers can apply this learning across their entire
dataset, making Luminance a bespoke tool for every
lawyer. When adding a new tag, users are prompted to
confirm whether similarly worded examples should be
included, allowing lawyers to set clearly the parameters
of the category.

9

COMPREHENSIVE
DATA ROOM INSIGHTS
This visual representation of Luminance’s machine learning
provides insights into dataset across a range of interactive
widgets including document types, clauses, anomalies,
currencies, languages and regions.

CLAUSE AND DATAPOINT
IDENTIFICATION
Luminance’s 1000+ pre-set clause models rapidly identifies
clauses and datapoints. View these as a comparison across
documents, or with one click see it within the context the
document as a whole.

CREATE BESPOKE TAGS IN ONE CLICK
Luminance’s supervised learning allows lawyers to add any
number of additional clause models. In one click, lawyers can
apply this learning across their entire dataset.
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CONCLUSION

“Accuracy”
A Legacy Concept?
As the pressure of expanding data volumes,
increasingly complicated legislation and
clients push in their demands to do more
with less, growing numbers of lawyers
are turning to AI to provide a solution to
these challenges.
As has been seen, early technologies tended to be
‘black boxes’ with limited transparency, thus accuracy
was a question of great importance in order to
understand how the results were generated.
Yet years of manipulation around ‘accuracy’ scores
in the context of legal document reviews accuracy
has led many legal professionals to be distrustful of
the concept. Both the precision and the recall of a
technology is key for lawyers to understand, yet a
single accuracy score can obscure differing results by
these metrics. Similarly, the accuracy of an individual
component of a task rather than the overall outcome
can be cherry-picked to give a deceptive impression of
a technology’s success.

Finally, accuracy results gained in vendor tests under
carefully controlled circumstances can often prove
hard to replicate in the real world. Yet the advent of
advanced technologies such as modern machine
learning leapfrogs these previous tools, and removes
the need for accuracy statistics. With Luminance,
lawyers are never removed from the documents,
allowing them to retain full control of the review and
have complete confidence in its results, as they are
kept within the context of their documents at all times.
Further, the free two-week Proof of Value lets legal
teams see the strength of the technology on their
own terms. Rather than an accuracy score, Luminance
provides lawyers with a tool to enhance their work,
letting them work faster and more thoroughly than
before.
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About Luminance
Luminance is the world’s most advanced AI technology for the legal processing of contracts and documents.
Founded by mathematicians from the University of Cambridge, Luminance’s AI reads and forms a conceptual
understanding of documents in any language. Luminance uses this understanding to augment the spectrum
of legal matters, from AI-powered contract drafting, negotiation and review to investigations and eDiscovery.
Luminance is used by over 400 customers in 60 countries, including all of the Big Four consultancy firms, a
quarter of the world’s largest law firms and multinational organisations.
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